VMware ESX 2.5 Update Guide
This guide is intend for someone who knows ESX 2.1 pretty well already. In fact you may have previously attended the older ESX System Admin I and II courses. The intention of this document is to pull out from the new course important differences between 2.1 and 2.5. These changes have been highlight in BOLD, and really important major changes in RED.
You might also find this guide useful if you are intending to do the new exam which includes questions on vCenter.
Certification Changes

· The new four day course covers aspects of vCenter

· From approximately March 2005, vCenter skills and knowledge will be required to be a VCP

· Those of you like me who did the older ESX Admin I&II do not (yet!) need to take an update exam. This is what VMware say

” When the VMware Certified Professional (VCP) exam begins to include VirtualCenter, will current VCPs be required to re-certify? 

No, current certifications will remain valid for now. However, in the VCP legal agreement, VMware has reserved the right to change the requirements to become and to remain certified. It is important to VMware and to its customers that the VMware Certified Professional designation remain a reliable indicator of familiarity and competence with VMware solutions. 

VCPs are encouraged to keep their VMware knowledge up to date. They are also encouraged to send email to education@vmware.com when their email addresses or mailing addresses change, so that they can be informed of changes to the VMware's certification program.”
Module 1. Overview

· Support for AMD Opteron CPU’s

· No support for Intel’s Itanium (IA64) yet

· 64-bit VM’s are not yet available

· 80 VCPU’s so that means 40 Dual or 80 Uni VM’s max
Module 2. Installation & Config

· Boot Install Menu Changed

· noapic – used with very old hardware or prompted to by VMware support

· Options to provide driver disk for mass storage devices?

· Bootfromsan – doesn’t cause the server to boot from SAN at current time

· As ESX 2.5 can boot from the SAN – you can now have shared Core Dump Partition – they recommend making this 1600MG each
· VMFS – they have changed the extension for virtual disks to be inline with GSX/WS – they have a vmdk extension whether they are in COW/Monolithic format – something they now refer to as “Pre-Extended”
· Vmtd – is a disk template created by Virtual Center

· The do refer to the Service Console as  “boot loader” 
· A swap is only need if you wish to “over-commit” RAM

· During the install – you really installing the service console

· Primary partitions are not required for / and swap – but doing so gives a more traditional disk layout and reduces partition numbering warnings/messages

· They recommend enabling X Check for bad blocks in a production environment – which takes a long time (new feature?) same rationale is true for memory

· The warn about proxies and pop-up blockers

· The recommend the avoidance of spaces, colons, slashes or special characters in the names of switches and vmfs volume names
· vCenter – Farm is administrative divisions – and ESX servers can then Grouped by function/platform/hardware – from this Group we can set permissions & rights over the servers in that group
· Typically servers in a Farm/Group share the same LAN and SAN configuration – are we saying a Farm/Site?

· You use ROOT to add a server into the farm, but actually it is used once to create a user called VPXUSER – you can set at this time if it supports vMotion and the network used for vMotion events

Module 3. Creating & Managing VM’s
· Now support for FreeBSD and Windows Small Business Server 2003

· You can get an Remote Console style-session within the vCenter – but this only works with on Windows Platforms as the .NET Framework needs to be there
· Monitor support 6 PCI slots, one of which is used by Virtual Video Adapter – so that means you are limited to 5 adapters – one of them which will be the Virtual SCSI Device which must be present to boot a disk bound VM (not required for PXE boots)
· Despite the use of Virtual in the device names – the VM regards these devices as if they were physical
· Warning about the performance i/o decrease if you use REDO files – they now say 1GB is a tolerated value – you still have to change from Append to Undoable to commit/discard your REDO file. Unless you use vmware-cmd or vmkfstools to commit/discard the REDO
· They recommend increasing the mouse acceleration in a VM that runs Windows 2003 – something that an install of VM Tools will prompt you to do anyway
· Time Sync is not engaged by default to stop two services (vmtools and guest OS time service) trying handle time at the same time – to use VM Tools Time Sync – disable any time sync features within the Guest OS – such as Windows Time – and enable it on the properties of VM Tools
· To use Sysprep or some other cloning tool with vCenter you have to sysprep tool installed to the Virtual Center SERVER
Module 4. VMware File Systems & SANS

· Just as we don’t want our VM’s to be tied to any particular hardware platform – similarly we don’t want our storage of these VM’s to be tied to a particular hard-drive local to that VM

· With SAN based storage of the Virtual Disk – more than one server can see the disk, therefore any ESX server can access it and run it

· As fibre-optic connection can span large distances this can be used in DR approach

· Unlike ESX on it own, vCenter encourages the storage of Virtual Disk Templates on SAN storage

· NAS is not supported for Virtual Disks – SMB and NFS is simple not fast enough – because of the IP layer – perfectly fine for virtual disks in a cow format – as long as you remember to import and export – here’s a verbatim quote

”VMFS exists in order to give virtual machines access to storage as fast as possible. Its design allows virtual machines’ SCSI commands to passed through, with minimal translation, to physical storage. This type of block-level linear mapping would not be possible with file-level protocols such as NFS or SMB”

· All SAN’s support some kind of “Selective Presentation” (HP/Compaq MSA1000 term) and comes in three forms

· Soft Zoning – done on WWN basis

· Hard Zoning – done on per-switch-port basis

· LUN Masking – done on a host/ESX server level
· Important to make sure that risks of multiple r/w events occurs – and also significant because some OS like Windows write a “disk signature” to the disk which could cause problems…

· You allocate SAN HBA normally just to VM’s UNLESS you want to boot ESX form a SAN… which is now possible, before not recommended and unsupported and unstable. – You have to share the FC HBA between the Service Console and the VMkernel this can cause excessive contention
· Dynamic Rescans of SAN’s possible – as long as it is assigned EXCLUSIVELY to the VMkernel

· If you know you LUN’s are contiguous – you can speed up the boot ESX – by switching off support for non-contiguous LUN’s

· They now cover the use of Spanning VMFS volumes – there is no “partition magic” for VMFS – so you can’t make the LUN bigger – and then expand the VMFS partition to fill that space – beware this creates a single point of failure – and could effect performance if two radically different storage characteristics are use (RAID, Cache Level etc). Perhaps better moving to another location – repartition and move back with vCenter
· If were now thinking of storing Virtual Disks on SAN for use by vCenter on a VMFS partition – we need a lot more disk space – and were limited to 256 templates per partition

· Recommend test VM's – run with a REDO, but production VM’s in persistent

· You do hear of people creating a single LUN, with a VMFS partition with one Virtual Disk…. It gets you round the issues of locking of the metadata… but personally I find this excessive… 

· They now have a much better explanation of the VMFS metadata issue

· Metadata is updated

· When you create or rename a file

· Change a files properties (ownership, permissions)

· Power Up & Power Down of VM

· Growing a file (vmkfstools –X or redo)

· An example of “excessive” metadata activity which can effect i/o is the way redo files have to grow when changes are being made – the VMFS puts a virtual SCSI reservation on the file – and expands in increments of 16MG to reduce this

· When clustering across boxes – virtual SCSI reservations give way to physical SCSI reservations – because VMFS metadata cannot be shared… hence the use of shared as the volume type – which switches off the virtual reservation in favour of a hardware protocol
Module 5. Networking

· Auto-negotiation is default in ESX now, fine for tests, but used fixed speed/duplex in production environments
· Load-Balancing & Switch Failover on NIC Teams/Bonds

· Three modes exist

· OUT-MAC (DEFAULT) 
VM’s outbound traffic mapped to specified physical NIC based on VM’s MAC

Low overhead; compatibility with physical switches may not spread traffic out evenly…


· OUT-IP
NIC for outbound is chosen on its source/destination IP address

Better distribution of traffic, higher CPU overhead; compatibility issues with switches that don’t support “link aggregation support”. This allows the switch to see traffic from the SAME MAC on DIFFERENT PHYSICAL PORTS

· STANDBY/HOME NIC
Bond uses one “home” NIC, only uses second NIC for failover


· To change – nano – w /etc/vmware/hwconfig
Set load_balance_mode = “out ip” or “out-mac)

or home_link = “vmnicN”

YOU HAVE TO REBOOT THE ESX SERVER FOR THIS CHANGE TO TAKE EFFECT

· They now disclose in courseware something that was always available in their online guide – the ability to share NIC0 with BOTH the service console and the VMkernel…

Allows for NIC teaming on the service console – performance and more important fault-tolerance

Means you need less network cards…

But mixing management and production traffic can cause issues of security and performance especially during vMotion
Module 6. Resource Management

· They make a distinction between a VM owner and VM administrator 
· The OWNER defines amount of RAM, No of CPU’s and where to patch the NIC (vmnet, vmnic, bond)
· If you use ESX on its own you have to login as ROOT to do resource management BUT

· If you use vCenter you can have a VM Administrator – which can do the same as root without being root!
· They make a direct reference to common VCP exam question – what happens if a CPU fails – you get a system crash – VMkernel assumes all hardware is fully functional – and cannot offload CPU cycles from a failed CPU to a functioning on

· Shares work differently from RAM to Memory. When you set a minimum amount of RAM, and VM doesn’t use it – the system will give those spare CPU cycles to other VM’s – minimum memory allocations are never shared with other VM’s they are guaranteed minimums whether they are used or unused
· If you are unsure if hyper-threading is enabled check /var/log/vmkernel for the information to that effect

· Maximum Memory reported to system at boot – this can be borrowed by other VM’s using the “balloon driver” – but it can go into the minimum amount of RAM guaranteed to the VM – by default minimum memory – is ½ maximum assigned

· For ever 1MG allocated – ESX assigns 10 as the share value – it is assumed the more memory you allocate, the more memory hungry your VM is, and the more you will want to defer to it – should memory be scarce/contended – this default allocation of shares can be adjusted

· Over-allocating memory means you allocate to the Maximum value more RAM to the total number of VM’s than you have physical RAM – therefore a VMFS Swapfile is required

· Default Resource Allocation Policy – Minimum is RESERVED in PHYSICAL RAM, the remainder (MAX-MIN) is RESERVED in SWAP… so under default conditions half is reserved in RAM, and half in SWAP.

· IF you wish to run everything in RAM – set max/min to be the same value – sum up total RAM allocated to VM’s make sure it doesn’t exceed the TOTAL Amount of RAM – therefore no need for a VMFS swapfile

· If the Service Console does not share it storage adapters with the VM kernel – (as is the case if you are using a SAN) then the Disk Shares for the Service Console is irrelevant – as no contention occurs
Module 7: Access Control

Note:

The new course includes vCenter. For those who use ESX on its on – permissions/user rights have not changed. So what is below is only “new” if you are new vCenter

· Delegation of rights is more “fine-grained” in vCenter than it is in ESX alone

· ESX & vCenter offer 4 levels of privilege

· Admin entire system

· Admin a VM

· Power On/Off a VM

· View State of VM

· In vCenter – authentication is to AD/vCenter DB – and a generic account vpxuser is used. Permission on vmx are ROOT is the owner… I think this is done so that vCenter is the most restrictive – and therefore its permissions apply – in vCenter the ESX vmware-serverd daemon is replaced by vmware-ccagent
· vCenter’s 4-roles and what they can do:

vCenter Admin – add/change license/permissions
VM Admin – Add/Remove ESX Hosts/VM’s, Templates, vCenter Settings
VM User – Perform power management of a VM, access VM console
Read Only-User – View farms, hosts, virtual machines


· vCenter’s hierarchical view on the “inventory” (the list of resources and how they are organised) then allows for the scope of these privileges to limited, inherited down the tree, and with exceptions to the rule

· Putting vCenter to one side – ESX permissions remain unchanged…

· Groups on ESX still cannot be “nested” i.e. they cannot contain other groups – just users. Those of you who just run ESX will still probably adopt the “flagship” user concept…

· With ESX alone your limited to ESX groups – with vCenter you can use user/group accounts in AD

Module 8: Deployment & Migration

· Round up of techniques and options – for deployment & migration (moving?)

· Clean install from CD or PXE boot

· From a template (sysprep’d for windows)

· Install on to a RAW LUN, rather than Virtual Disk – which I think allows for LUN to LUN cloning using SAN Tools… and hot swappable drives for Blade Servers…
· Cold Migrate – power down VM, move it  to another ESX Server – and power on

· Hot Migrate – vMotion – move from one ESX server to another in real time

· Importing/Exporting disks is the same – but if you have vCenter to wizard to “Create a new template”
· Storage

· We can still store them on EXT3 partition

· vCenter –

· Can be on the SAN – faster to import…
· If you use a windows server to store you vCenter templates (vmtd) they it must be on NTFS partition

· They now tell you that the first file in the COW/Exported format is a small-metadata file which links all the various components together


· Deploying VM’s to RAW LUN's – NEW to 2.5

· Uses a RDM file (a small text file that handles the Raw Disk Mapping) – RDM provides the metadata to allow a physical LUN to appear to ESX as if it were a Virtual Disks…
· Allows for LUN’s to be treated as if they were virtual physical disks

· Where as Virtual Disk – represents a physical LUN…

· Don’t use casually  - do not offer a performance benefit

· Storage Adapters shared between Service Console & VMkernel – cannot be used


· Allows a raw LUN then to have a undoable REDO file like a Virtual Disk would

· Allows vMotion migrations of VM’s configured with Raw Disks

· Allows VM clustering without using Shared VMFS

· Allows the use of SAN management software INSIDE the guest OS

· You can tell the difference between a RDM.VMDK file and COW/MONOLITHIC VMDK with the vmkfstools –I command vmkfstools –l command

· Cold Migration

· VM is powered off

· May or may not include movement of virtual disk

· If on shared storage – just the VMX has to move – both servers must have “visibility” of the LUN
· Cold Migration guarantees a perfectly consistent copy…

· If using local storage – the Virtual Disk has to move too
· Can be done via vCenter or the Service Console…

· Hot Migrations/vMotion
· Usual adv – improve hw utilisation, eliminate unplanned downtown

· Shared Storage is required

· You can do a vMotion using the Scripting SDK’s 

· First they copy the VMX config file

· Copy of memory (memory bitmap) Rapidly changing blocks of RAM are left untouched, When so little RAM is left to be transmit that it can be sent in less 1.5sec – the source VM is frozen – remained of RAM copied, then new VM is allowed to continue on the new ESX… it’s a form of quantum teleportation (just kidding!)
· You need a gigabit connection to do this – separate from your production network…

· “Quiesce Period” the couple of seconds between the VM being stopped on one ESX server, the last bit of RAM being sent to the destination, and the new VM on the destination starting – time is of about .5 – 1.5 seconds
· If vMotion fails – it fails back to the source VM – so its data is maintained until vMotion is successful…

· Immediately after Quiesce – the destination VM is started and ARP request goes out so client know that the VM is on new switch/port

· This bitmap of RAM is sent across after the transfer of roles has completed – if any request to change these piece RAM they get called across and modified on the destination server until the process of full memory transfer has completed…

· Once destination VM has started, the destination send a completed move message to source – which triggers the source to delete the original 


· Restrictions on vMotion

· VM must have not have:

Connections to internal switches (they don’t exist on destination!)
Cluster relationship
Connected Removable Devices (they could be pointing to a local resource)
Open Remote Console Sessions

· ESX must have

Access to the LUN where the Virtual Disk
Gigabit Network
Consistent Labelled – vmnics/bonds
Identical CPU’s – Family & Stepping Functions

Module 9: Monitoring 

· “Well-Tuned” – when high-priority VM’s are running at maximum performance – possible at the expense of low-priority VM’s
· MUI views – based on a moving average updated every 5mins – not a really a longitudinal view of performance
· /Proc/ allows most detailed – but overwhelming
· They mention now vmkusage
· ESXTOP is still there…
· High CPU usage:

Symptoms:
Guest OS shows high CPU – like Task Manager and Performance Manager
vmkusage/esktop – shows high “Ready Times”

Solutions:
Investigate VM– malfunction app or service?
Increase shares or decrease shares on other contending VM’s
Increase minimum CPU
Hardcode a CPU for the VM
vMotion to another less busy ESX server

· Memory

Symptoms:
Lots of ballooning – VM is desperate for RAM, and is poaching it from other VM’s
Lots of Swapping

Solutions
As a above… allocate more resources, or shares
Increase physical RAM
Move to a ESX server that has more RAM available

· Disk

Check with ESXTOP
or I/OMeter (a 3rd party open-source tool originally developed by Intel http://www.iometer.org/) 
Look for long disk queue on SCSI controller

· Network

Symptoms
If bottlenecks occur they are like to be on your WAN
And would effect physical machine as well
Could be a symptom of a lack CPU cycles to the VMkernel

Solutions
Make sure your using vmxnet – the idealised driver for networking
Check your speed/duplex setting are correct
Apart from throwing more hardware
See if Traffic Shaping would help?
Bonds?

· VM’s become unexpectedly unavailable?

Set alarms in vCenter
Defined at a Farm level – then inherited through the “Inventory”

· “New” Commands…

Aside from esktop, vdf, vmstat, lsofm, find
There is top (reveal CPU-Intensive Processes) and 
uptime (tabulates CPU usage)

If top/uptime show load-average values consistently over 1: that means contention for that CPU is constant

· Use FREE command on Service Console is you think you have RAM issue – don’t be surprised to see a small number, because the Linux Kernel uses unallocated RAM for disk-caching purposes
· Service Console swaps -  VMSTAT – main fields are Swap Ins (SO) and Swap Outs (SO)
· Use Find/vdf/df to check disk space and find “excessively” large files
Module 10: Disaster Preparedness

· Combination of strategies – conventional backups for user data or anything that is very volatile. And backups of the Virtual Disk for protecting the System Data

· Snapshot Backups

· Using vmsnap.pl

· Puts the virtual disks in a undoable mode

· Exports the disks to a network location using SCP

· It is a crash-consistent backup – there is no guarantee of the disk being bootable

· Theoretically we could use this to backup while the server was online – restore the backup to another ESX – and cold migrate them – all we would need then is the REDO files & VMX files… - this would speed up the process of cold migration?

· They mention the vm-support.pl which interrogates the system – backs up key configuration files, and tars them up ready for submission to vm-support

· They only really talk about backup up the Service Console using a Linux agent – but this can be used to give visibility to a VMFS partition to back up virtual disks as well…

· Veritas Cluster Server for Linux could be used within the Service Console – but it is NOT compatible with vCenter or vMotion

Module 11: Structure Of ESX

· One reason for separate DIR for /var /tmp is stop tmp files and log files flushing the root directory and crashing the server
· In earlier versions the Service Console was referred to as “vmnix” and Console OS….
· Service Console kernel loaded into “low” memory area as set by the MEM= entry in LILO
· You can append a –s switch to the end of the lilo.conf, re-compile and boot to single-user mode for troubleshooting purposes… normally Run-Level 3 is used which is multi-user based
· System Logging

· All the VMware services adopt the facility name off local6 for their log traffic

· VMkernel messages are logged in files starting with VMK in the /var/log directory

· When you install the vCenter Agent on the ESX Server – the vmware-serverd daemon is replaced by vmware-ccagent

· ps – ef will show processes – but there isn’t direct relationship between number of these processes and the number of powered on VM’s. This is  a common exam question

· ESX is really two OS running on the same HW – the Service Console (RH7.2) and the VMKernel. VM’s get their main resources from the VMKernel, and their removable devices from the Service Console (CD/Floppy)

Module 12: Troubleshooting

· Nothing new to mention here

Module 13:  Virtual Infrastructure Deployment

· VMware does NOT recommend using MS Access for the vCenter DB
· Due to fragmentation
· And the need to use MS de-fragmentation tools to retain performance (such as jetpack)
· They seems to recommend templates on the SAN, or a well-connected NTFS File Server… they don’t seem to be recommending local storage
· If you dedicate a machine to a vCenter is can handle 50 ESX servers and 1,000 VM’s (which ever one you reach first presumably)
· It’s a multi-threaded system so will benefit from a Dual-Processor

· It creates no users at all except for the ones in AD/NT4 Domains (is there support for NDS or other directory services

· We are talking 3 networks – Service Console, VM Network, and vMotion network (GIGABIT)

· The warn about even with in Server Model – where the model number does not change – you get undisclosed CPU families – which stops vMotion

· Different ways of using groupings…

· Farm -  within your SAN boundaries – so were talking about a Farm/geographic location – although you could have someone admin either farm

· The warn this could be slow through WAN/VPN links – a case for delivering the vCenter client though site specific terminal services…

· You could use Groups – to group together servers that meet vMotion requirements

· Beyond the administrative models you have or grouping by departments…

· vCenter client communicates to vCenter Server using port 905
· If you are running 3rd party management agents in the Service Console – you may wish to allocate more RAM than just the amount associated with the number of VM’s you have running


· Storage and LUNs

· You may wish to have two different LUN types

· One for system disks that house an OS…

· One for data disk that house application data…

· The I/O traffic can vary massively dependant on the services running the OS, and the way data is being manipulated

· They recommend labelling the LUNs/VMFS after their RAID value – RAID0/1/5

· Different Applications will demand different types of RAID

· There’s a suck it and see process of adding more and more virtual disks until you see a performance dip in R/W
· The FEW the LUN’s you have the simpler it will be to manage


· Many Small UNS

Might be forced to do this as MSCS requires the cluster to have it own LUN
Different Apps need different RAID levels
You need to set different disk shares per LUN
Less wasted disk space

However….
The more VM’s sitting on the SAME LUN the more SCSI reservations
The more LUN’s there are the more heap memory is used

· Few Large LUN’s

Make sharing LUN’s between servers easier
Therefore vMotion is easier
Easier to expand an existing virtual disk into free space

However
You have to divide up disk space early which is less flexible later on
You might find you can’t dedicate a spare LUN to a cluster
You might struggle to allocate shares to disks


· VMFS and SAN best practises

· On LUN should contain one single VMFS

· If more than one VM reside on a LUN, use Disk Share to give large share of resource to high priority VM’s

· Keep test and production VM’s on separate VMFS/LUNs

· Keep vCenter templates on separate VMFS volumes – away from product VM’s

· Spread I/O over available paths to storage – you need an Active/Active system to do this properly using a “Fixed” policy on the SAN (rather than MRU which is what Active/Passive systems such as the MSA1000 use) so you spread you i/0 across multiple FC Switches/FC Cards/SP’s on the SAN


· When to use SAN Booting

· Only with certain FC adapters & SAN’s

· When HW requires it like Server Blades

· When Maintence of a local Service Console on each and every ESX server

· Easy cloning of Service Console is required


· When to avoid SAN booting

· Clustering is required

· When there is a risk of contention between Service Console and VMkernel – as for this to work the Service Console must share the same FC card to access the SAN as the VMkernal does

· When clustering-across-boxes

· When use VMFS Raw-Mappings is required

· When dependencies between the Service Console and VMkernel are undesirable

· How SAN booting works

· Server BIO’s is reconfigured to make FC card as boot device…

· Card is configured to innate a “primitive” connection to the target boot LUN

· FC card must be shared between Service Console and VMkernel

Mike Change’s

Note:

This is a list of changes I have spotted during the use of the product

· You can transfer a NIC from one switch to another – I’m sure before you had to unassigned it from external switch first, before you could add it to a new switch. I don’t recall seeing this “Transfer adapters from…” option in 2.1
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